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ABSTRACT

This paper presents a new machine-learning technique that
performs anomaly detection as software is executing in the
field. The technique uses a fully observable Markov model
where each state in the model emits a number of distinct
observations according to a probability distribution, and es-
timates the model parameters using the Baum-Welch algo-
rithm. The trained model is then deployed with the software
to perform anomaly detection. By performing the anomaly
detection as the software is executing, faults associated with
anomalies can be located and fixed before they cause crit-
ical failures in the system, and developers time to debug
deployed software can be reduced. This paper also presents
a prototype implementation of our technique, along with a
case study that shows, for the subjects we studied, the ef-
fectiveness of the technique.

Categories and Subject Descriptors: D.2.5 [Software
Engineering]: Testing and Debugging—Diagnostics, Moni-
tors

General Terms: Algorithms, Experimentation

Keywords: Anomaly detection, Markov models, machine
learning, fault localization, anomaly diagnosis

1. INTRODUCTION

One of the challenging problems in software engineering
is debugging of deployed software systems. Such systems
are difficult to debug because they lack the mechanisms to
inform developers or users when the software is behaving
anomalously, and if so, which part of the software is respon-
sible for the anomaly. For these systems, the only indication
of anomalous behavior is a software crash or an observation
by the user (typically by manual inspection) that an incor-
rect output has occurred. The lack of such mechanisms lets
non-crashing faults, which can later cause significant fail-
ures, go undetected.

The typical way to assist in locating faults in deployed
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software is to log information as the system executes, and
later, when a failure occurs, a developer, with the aid of
automated tools, examines the logged information to find
the cause of the failure. Because in practice it is not possi-
ble to store all execution information that the software pro-
duces, only partial execution information is stored. Thus,
there is no guarantee that the information required to de-
termine the cause of the failure will be present in the data
gathered. Even if it were possible to gather all execution
information, inordinate developer time and effort may be
required to analyze the data, resulting in significant produc-
tivity loss. Furthermore, approaches that require complete
executions or crashes miss opportunities to detect anoma-
lous (possibly faulty) behavior early in the execution, and fix
them before critical failures actually do occur. Therefore, to
effectively debug deployed software, techniques must be able
to detect anomalies, which might be correlated with faults,
as the software is executing (i.e., perform on-line anomaly
detection).

Significant research has been performed in classifying soft-
ware executions, without actually knowing the outcome, us-
ing machine-learning techniques. The techniques first build
models, using approaches such as Markov modeling [1], con-
struction of random forests [7], and clustering [4, 5, 9, 12],
from execution information gathered on a training set of
executions (i.e., test cases). The techniques then use the
models to classify new executions into categories such as
“passing,” “failing,” or “anomalous.” These existing classi-
fication techniques have three major limitations that make
them unsuitable for use with deployed software. The first
limitation is that the techniques cannot perform the clas-
sification of an execution until the complete execution has
occurred because they require gathering of the execution
information about the entire execution before they can per-
form their analysis. In practice, it may be difficult to gather
and store the execution information required for the classifi-
cation because large and long-running systems can produce
inordinate amounts of execution information. Furthermore,
because the techniques require complete execution informa-
tion before being able to perform the classification, they
cannot detect anomalous or failing behavior as the software
is executing, and thus, may miss the opportunity to detect
anomalies or symptoms of a given failure before the failure
actually occurs. The second limitation is that, even if they
were able to gather the execution information and classify
the execution as “anomalous” or “failing,” the techniques
have no means of detecting where the anomaly or failure
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Figure 1: Our two-phase approach for on-line anomaly detection: the training phase (a) and the deployment

phase (b).

manifested itself in the software. The inability of the tech-
niques to determine where such manifestations occur limits
their usefulness for debugging deployed software. The third
limitation is that, to produce effective models, the existing
techniques require the availability of both passing and failing
executions. In practice, it may be difficult to obtain failing
executions on software that is ready for deployment because
software companies rarely deploy software with known crit-
ical bugs.

Capture-replay techniques (e.g., [10, 14]) have been pro-
posed as an alternative to debugging deployed software sys-
tems. The techniques capture software executions that are
then replayed at a later time when a failure occurs. The
goal is to reproduce the conditions under which the failure
occurred. Because the techniques cannot know where a fault
is located in the system, to reproduce the conditions under
which a failure occurred, they require storing large amounts
of execution information, which make them unsuitable for
use on deployed systems.

There has been limited work in on-line anomaly detection
of software. Hangal and Lam [6] present a technique that
aims to address debugging of deployed software. The tech-
nique computes dynamic invariants as the software executes
and uses the invariants to perform on-line anomaly detec-
tion and fault localization. Dynamic invariant detection re-
portedly adds significant overhead to an executing system,
and thus, it might not be sufficiently efficient for use on de-
ployed systems. Furthermore, the empirical studies on this
technique are insufficient to determine the effectiveness in
detecting anomalies (other than invariant violations) as the
software executes.

To address the limitations of existing techniques for use in
on-line anomaly detection of deployed software, we have de-
veloped, and present in this paper, a novel machine-learning
approach that detects anomalies as the software executes
and assists in locating the part of the software that caused
the anomaly. Our technique uses a fully observable Markov
model [13] where each state in the model emits a number
of distinct observations according to a probability distribu-
tion. Although each state has a number of observations, the
observations are unique to each state: each observation be-
longs to only one state. The model parameters are estimated
by using the Baum-Welch algorithm [13], which is a stan-
dard machine-learning algorithm for estimating parameters
of the hidden Markov model [13]. The trained model can
be deployed with the software to perform on-line anomaly

detection as the software executes.

The main benefit of our technique is that it performs
the anomaly detection and simultaneously locates where the
anomaly manifests itself in the software as the software is
executing in the field. Thus, anomalous behavior can be de-
tected early in the execution, and faults can be located (i.e.,
if anomalous behavior is actually faulty behavior) possibly
before they cause critical failures in the system. Further-
more, by detecting anomalies that are real failures during
execution of the software, developers time to debug the sys-
tem can be significantly reduced. Another important benefit
of our approach is that it can create effective models using
only passing test cases instead of using both passing and
failing test cases, which is required, for building effective
models, by existing techniques. In practice, there are many
passing test cases for a system. However, when the system
is ready for deployment, many of the faults, especially criti-
cal ones, have been fixed, and thus, there may be few failing
test cases that can be used for the modeling. Building mod-
els with few failing test cases is most likely to result in poor
models because there is no guarantee that the number of
failing test cases covers a large portion of the state space.
Building models with failing test cases is also not helpful
unless the behaviors of the failing test cases can be general-
ized to other failures. In general, different failures occur in
a variety of ways, thus, inducing different behaviors.

The main contributions of this paper are:

e A description of a novel technique that uses a fully ob-

servable Markov model to automatically perform anomaly

detection and identify, as the software is executing, the
part of the software where the anomaly manifested it-
self.

e An overview of a prototype implementation of our tech-
nique that consists of two main components: instru-
mentation and learning

e The results of case studies that show, for the subject
program considered, that the technique was effective in
detecting anomalies as the program executes. For the
33 seeded faults across the four versions of the subject
program considered, our approach was able to detect
all failing executions in 24 of them as anomalous. Fur-
thermore, our approach was able to detect some of the
failing executions in seven others as anomalous.



1 public class Mid{
2 public static void mid(int x, int y, int z)({
3 int m = z;
4 if (y <z ){
5 if (( x <y ){
6 m =Yy;
7 Yelse if ( x < z ){
8 m = x; //correct
9 m = y; //error
10 }
11 yelse{
12 if ((x >y ){
13 m=y;
14 Yelse if ( x > z ){
15 m = x;
16 }
17 System.out.println(“middle number is:”+m);
18 ¥
19 1}
Execution Status

5,[T,EF,F,*** % * *]

7,[T,E,F,F,F,F*** *]

Predicate State Representation

(Mid, mid, In, [ 4(y<2), 4(y==2), 5(x<Y), 5(x==Y), 7(x<2), 7(x==2), 12(x>y), 12(x==y), 14(x>7), 14(x==2) ])
Input1: (5 3,4)

Intput2: (3, 3, 5) Input3: (2, 1, 3)

5,[T,EF,T***** *]

5,[T,EF,F,*,**** *]

7[T.EFT,T,F****] 7,[T.EFET,F****]

Passed Failed

Figure 2: A sample program (left of table) with test inputs and predicate states produced by the program

with those inputs (right of table).

2. APPROACH

Our approach for performing on-line anomaly detection
consists of two main phases: training and deployment. Fig-
ure 1 gives an overview of our technique using a data-flow
diagram,' where the training phase is shown in (a) and the
deployment phase is shown in (b). This section discusses
the details of each phase in turn.

2.1 Training Phase

The training phase consists of three main steps: instru-
mentation, execution, and learning. For a program P that
is to be monitored, the instrumentation step inserts probes
into P to produce the instrumented program p. During the
execution step, P is executed on the test suite T. The probes
in P gather traces of predicate information? that are then
translated into states we call predicate states (we define and
discuss the predicate states and their representation in de-
tail in the next section). The predicate state traces are then
input to the learning step that produces a model M.

The important steps of the training phase are the execu-
tion and the learning. The rest of this section discusses the
execution and the learning steps.

2.1.1 Execution Step

The significant activity that occurs during the execution
step is translating the predicate information into a predicate-
state representation. Our technique uses a predicate-state
representation to capture partial semantics of the program.
Our intuition is that the representation can capture behav-
iors among predicates and that information can be used to

'In the data-flow diagram, the rounded rectangles represent
processes, boxes represent external entities, arrows indicate
the direction of flow of data, and labels on the arrows indi-
cate the type of information.

2The predicate information contains the values of the
operands of the predicate, the predicate operator, the class
name, the method name, and the line number where the
predicate occurs.

recognize anomalous behaviors. Our intuition about the ef-
fectiveness of the predicate state representation is motivated
by Pasareanu and collegues [11] through their work on the
use of an under-approximated form of predicate abstraction.
Their technique stores the abstract states corresponding to
the concrete states of the program executions. Our tech-
nique takes the same approach: instead of storing the con-
crete states of the program executions, our technique stores
the predicate states corresponding to their respective con-
crete states. To construct the states, our approach first an-
alyzes the program to extract its predicates. The technique
then groups together the predicates according to their meth-
ods; we group the predicates according to their methods be-
cause the effects of most predicates tend to be local to where
they are defined. The technique later analyzes the methods
and constructs a state representation for each method using
the predicates in the method. We call an instance of a predi-
cate state representation a predicate state. A predicate state
is a 4-tuple defined by (cn,mn,In,vp): cn, mn, and In, are
the class name,> method name, and line number associated
with the state, respectively; vp represents the interactions
among the predicate values in mn at In. Each predicate
can assume three values: T, when the predicate evaluates
to “true;” F', when the predicate evaluates to “false;” and
x, when the predicate has not been executed. A predicate
is active if it has been executed at least once regardless of
its outcome (i.e., T or F'). Because errors tend to occur at
boundaries of conditions we let vp capture boundary infor-
mation. Thus, if a predicate symbol is either < or >, we
split the predicate into two predicates. For example, our
technique translates (z < y) to (z < y) and (z == y). Also,
if a predicate symbol is either > or <, we augment the pred-
icate symbol with == (i.e., our technique translates (z < y)
to (z < y) and (z == y) ). To distinguish between du-
plicate predicates in mn, all predicates are augmented with

3The class name distinguishes predicate states belonging to
methods with the same signature but in different classes.



their respective In.

Given a program P having N methods, each of which con-
tains L instrumented program points and K distinct predi-
cates, the number of predicate states in P, T'(P), is,

T(P) = i [3’{” -Ln]

n=1

(1)

T(P) provides an upper bound on the number of predicate
states generated by a program. In practice, many of these
predicate states will be unreachable.

Figure 2 provides an example of the way in which the
states are computed and represented. The left side of the
table in the figure shows the program, MiD, which deter-
mines the median of the three input integers. The program
has five instrumented points (i.e., line numbers 4, 5, 7, 12,
and 14). The right side of the table in the figure shows the
predicate states produced at each instrumented point for
three different inputs: Input 1: (5,3,4); Input 2: (3,3,5);
and Input 3: (2,1,3). The Execution Status label at the
bottom of the table indicates whether the inputs caused the
program to pass (i.e., produce expected output) or fail (i.e.,
produce unexpected output). There are five predicates in
the program: 4(y < z), 5(z < y), T(z < 2), 12(z > y),
14(z > z). However, because the predicate symbols are all
<, our technique adds 4(y == z), 5(z == y), 7(z == 2),
12(z == y), 14(xz == z). Thus, 10 distinct predicates are
tracked during execution of MID instead of five.

The state representation computed for the method, mid,
is shown at the top of the right side of the table (labeled
as Predicate State Representation). For clarity and be-
cause they remain constant, we omit the class name and
method name from the predicate states produced by the
program. The predicate states are generated through the
updating of the Predicate State Representation. For input
1: (5,3,4), when execution reaches line 4, the predicate state
“AT B xR R KRR K] s generated because predicates 4(y <
z), 4(y == z) are evaluated and thus, become active. All
other predicates have the value * because they have not been
executed. When execution reaches line 5 the predicate state

representation is updated and the state “5,[T,F F,F * & *]»

}77

is generated. At line 7, the Predicate State Representation is
again updated and the predicate state “7,[T,F,F F,F F** * *
is generated by the program. The updating of the Predicate
State Representation continues until the method, mid, exits.
At this time, all predicates in the predicate state represen-
tation for the method, mid, are reset to inactive (i.e., with
the value x).

2.1.2 Learning Step

The learning step consists of clustering of predicate states,
creating the model M from the traces of predicate states
using the learning algorithm, and the setting of a threshold
that is used by M to flag anomalous behavior during execu-
tion in the field. This section presents the details of these
techniques.

Clustering

During execution, many predicate states may be gathered,
particularly if the program has many predicates and a good
test suite (that explores the predicate state space). To
handle the explosion in the number of predicate states, we
use clustering. Our technique has two types of clustering:

ps = 7,[F.F,T,F,T,F,*,*,*.*]

Figure 3: A fully observable Markov model repre-
sentation of program, Mid, if the model is built using
input 1 and input 2.

method clustering and line-number clustering. In method
clustering, all predicate states belonging to a method are
grouped into one cluster. In line-number clustering, all
predicate states generated at an instrumented line number
are grouped into one cluster. For example, in Figure 2 we
get three clusters when line-number clustering is used on the
predicate state sequences generated by the program, MID,
for Input 1 and Input 2. Using line-number clustering cre-
ates clusters of predicate states at line numbers 4, 5, and
7. Suppose labels s4, s5, sy be used to represent the re-
spective clusters for line numbers 4, 5, and 7. State s4 has
only one predicate state, “4,[T,F*** *****]” " state ss
has two predicate states, “5,[T,F F,F * * * * * %] »
“5,[T,F,F, T ¥ * * * * *]” and state s7 also has two predicate
states, “7,[T,F,F,F.F.F****]” and “7,[T,F,F, T, TF****.”
For method clustering there is only one state, which is the
method, mid, and it consists of all the predicate states gen-
erated within it.

Modeling with a fully observable Markov model

After the program has been instrumented and traces of pred-
icate states gathered, the next step is to build the model.
The motivation for the use of the fully observable Markov
model is that we view a program as consisting of states and
observations, and at any given time ¢ during a program’s ex-
ecution, the program is in a given state and it produces an
observation from that state. Our fully observable Markov
model has three parameters: the initial probability distri-
bution, the state-transition-probability distribution, and for
each state an observation-probability distribution.

To build the model from the program executions, we must
specify what constitutes the observations and states in the
model from the software’s perspective. The observations in
the model are the predicate states generated by the soft-
ware. The states of the model are clusters of predicate
states. (Hereafter we use predicate states and observations
interchangeably. We also use states and clusters of predicate
states interchangeably.) For example, for method clustering,
a state is a method and the observations are the predicate
states generated within that method. The same applies to
the line-number clustering, where each state is the instru-
mented line number and the observations are the predicate
states generated at that line number. In addition to the



clustered predicate states, we also add an anomalous state.
The anomalous state hypothetically contains all predicate
states that have not been seen during the training phase.
All predicate states in the anomalous state are given the
same low probability (e.g., 107'%) instead of zero. The ad-
dition of the anomalous state and the assignment of a low
probability to predicate states lets the model handle pre-
viously unseen predicate states during deployment. This
addition and assignment prevents the model from assigning
zero probabilities to sequences of predicate states. After the
states and observations are specified, the Baum-Welch al-
gorithm, which is the standard algorithm used to estimate
the parameters of a hidden Markov model [13], is used to
estimate the parameters of the model.

To illustrate the model-building process, consider Figure
3, which shows a Markov model representation of the pro-
gram, MID, built from Input 1 and Input 2 using line-number
clustering. The s;, represent the states indexed by their
line numbers In, the t;; represents the probability of transi-
tioning from the state at line number i to the state at line
number j, and A represents the anomalous state. The b; ps
represents the probability of generating the predicate state
ps when the model is in state ¢. The thick dark arrows
indicate one of the many paths through the model. The
probabilities of all outgoing state-transition probability arcs
from a state sum to 1.

Threshold Setting

To perform anomaly detection and locate parts of the soft-
ware where anomalies are manifested as the software exe-
cutes, a threshold is needed for the software execution. The
threshold provides an acceptable level of behavior for the
software execution. We estimate the threshold from the
traces of predicate states generated by the test suite used to
build the model: after the model has been built, the traces
of predicate states generated by the test suite are input to
the model. The threshold between two arbitrary states (s;
and s;) is

Threshold(sj,s;) = min

P(O7 | M)
(sj,84) [ ] (2)

P(O;7,|M)

where P(O;|M) is the joint probability of the predicate
states with the last predicate state at time ¢ being emitted
from state s;. P(O;?,|M) represents the joint probability
of the sequence of predicate states up to time ¢t — 1 with
the predicate state at ¢ — 1 being emitted from state s;. M
represents the model parameters. Any execution that tra-
verses the two states and violates the threshold between the
two states is flagged as anomalous. The joint probability for
each sequence of predicate states is computed using the for-
ward algorithm [13]. The forward algorithm, is a standard
algorithm used to compute the probability of a sequence
of observations in the hidden Markov model literature [13].
After the thresholds have been determined, the model is de-
ployed with the software. Note that the threshold between
s; and s; is not the same as the probability of transition-
ing between the two states. The probability of transitioning
from s; to s; is obtained directly from the model’s state-
transition-probability distribution. Also the probability of
transitioning from s; to s; is used directly by the forward
algorithm to compute the joint probability of the predicate
state sequences. In our implementation the probabilities

are converted into logarithmic form because the probabili-
ties tend to be very small.

2.2 Deployment Phase

During the deployment phase, as illustrated in Figure 1,
the model M is deployed with the instrumented program P.
The execution information produced by P as it executes in
the field is analyzed by M to simultaneously detect anoma-
lies and identify the location in the software code where
the anomalies manifest themselves. The results of the anal-
ysis of M, which are the locations in the software where
the anomalies occurred, are presented to the user or de-
veloper. The developer can then use various off-line fault-
localization techniques (e.g., [2, 8] to investigate the cause
of the anomaly.

Anomaly Detection

After the model has been deployed with the instrumented
software, for each time step ¢ in the execution of the software
the joint probability ratio between the current and previous
predicate state sequences is computed. The joint probabil-
ity ratio becomes the current value between the states of
the predicate states at the current and previous time. Let
Dy (sj,s;) represent the current ratio between s; and s; at
time t during execution of the software then,

P(O;'|M) ]

PO, M) ®)

Di(s;,5:) = [
where s; and s; are the states at the previous and current
time respectively. P(O;*|M) is the joint probability of the
current predicate state sequence with the last predicate state
at the current time ¢ being emitted from s;. P(O;? | M) rep-
resents the joint probability of the previous predicate state
sequence up to previous time ¢t — 1 with the predicate state
at t — 1 being emitted from s;. M represents the model pa-
rameters. At any given time in the execution of the software
if Dy(sj,si) < Threshold(sj, s;), the execution is flagged as
anomalous.

Note that the joint probability is computed on-line using
the forward algorithm [13]. Also the probability of the pre-
vious predicate state sequence has already been computed
thus, making it a constant in Equation 3 at the current
time t. If the program, MID, is deployed with its current
model and it receives Input 2, the model traverses the path
(sa — s5 — s7), indicated by the thick black arrows in
Figure 3. As the model traverses the path, it computes the
joint probability of the predicate states emitted as the model
transition goes from s4, to s5 and finally to s7, using the for-
ward algorithm. When Input 3 is applied to the program,
transition goes from ss to s5 to A because the last state
“7,|T,F,F.FT,F****” had not been encountered during
the training of the model. The transition to A automatically
causes the execution to be flagged as anomalous.

3. CASE STUDIES

To evaluate the effectiveness of our approach, we imple-
mented a research prototype and conducted two case stud-
ies. The prototype consists of two parts: instrumentation
and learning. The instrumentation part consists of a Java
program instrumenter based on the Soot framework [15].
The machine-learning part is implemented in the Ocaml lan-
guage, and consists of two modules: learning and anomaly



% of failing test cases detected as anomalous

304415261 10304 162 1 1518 5

101161 4 1 101 1 0847 3035 40 1

NanoXML

vl vl vl vl vl vl vl v2 v2 v2 v2 v2 v2 v2 v3 v3 v3 v3 v3 v3 v3 v3 v3 v3 v5 v5 v5 v5 v5 v5 v5 v5 V5
b1 b2 b3 b4 b5 b6 b7 b1 b2 b3 b4 b5 b6 b7 b1 b2 b3 b4 b5 b6 b7 b8 b9 b1 bl b2 b3 b4 b5 b6 b7 b8 b9

30 15 30 1

version number (v#), fault number (b#), and # of failing test cases

Figure 4: Anomaly detection results for NanoXML.

detection. The learning module is used during the build-
ing of the Markov model and the anomaly detection module
is used when the model is deployed with the program. All
implementation are unoptimized at this time.

As a subject for our studies, we use NANOXML, which is
an XML parser for Java. NANOXML has five versions, each
of which contains between 16 and 23 classes and between
4K and 7K lines of code. Each version comes with seeded
faults, which can be activated individually. For our study
we omitted version 4 because it has no seeded faults. In
total, there are 33 seeded faults across the four versions we
considered. Each version has between 214 and 216 test cases,
and there is a fault matrix associated with each version that
indicates which test cases pass and which test cases fail.

3.1 Study1

The goal of this study was to determine the on-line anomaly
detection capability of our approach. To do this, for each
version of NANOXML, we first activated each of the faults
individually. When a fault was activated for a given ver-
sion, we instrumented the version and executed the passing
test cases on the version to collect traces of predicate states.
The predicate state traces were input to the learning module
to produce the model for the version. After the model was
built, the failing test cases from the version’s test suite were
then executed on the instrumented version and the predicate
state traces generated were input to the anomaly detection
module, which consists primarily of the model, to perform
on-line anomaly detection.

The graph in Figure 4 shows the results of this study. The
horizontal axis represents the version number (i.e., v#) of
NANOXML, the fault number (i.e., b#), and the number
of failed test cases for each fault number. The vertical axis
shows the percentage of failing test cases our technique was
able to detect as anomalous before execution of the pro-

gram ended. For example, from the graph, version 1 with
fault number 2 (i.e., vlb2) has 44 failing test cases. Our
technique detects 11 of the failing test cases as anomalous
before execution of the failing test cases on v1b2 completes.
Therefore, the height of the bar shows 25% (11/44), which
is the percentage of failed test cases our technique detected
as anomalous before execution of the test cases completed.

Overall, our technique was able to detect anomalies in
all versions (with most of them being 100%), with their ac-
tivated faults, except v1b2, v1b3, vlb4, and v3b5 which
have detection rates below 50%. The detection rate of our
technique was below 50% for v1b2, v1b3, vlb4, and v3b5
because our technique best detects faults that are domain
errors [16]. The faults in v1b2, v1b3, vlb4, and v3b5, in
certain executions, behave like computation errors [16] and
sometimes like domain errors. Thus, our technique could
not fully detect anomalies induced by these errors. When
the error is a computation error the technique is most likely
to have a 0% detection rate.

The first-order Markov assumption inherent in our model
means the probability of the current state is independent
of all past states except the previous state. This assump-
tion directly affects the threshold values because the thresh-
olds will not reflect the long-range dependencies among the
states. These long-range dependencies may be needed to im-
prove the recognition of anomalous executions (which may
be be failing). Another observation is that our model is not
capturing direct dependencies among predicate states. In-
stead it only captures dependencies among adjacent states.
The lack of direct dependencies also affects the threshold
values.

3.2 Study 2

The goal of this study was to determine whether there
were any advantages to using line-number clustering over



method clustering in terms of anomaly-detection capabili-
ties. We used the same subject program and setup as in
Study 1.

The result shown in Figure 4 was obtained using line-
number clustering for the subject program. Method clus-
tering is at a higher abstraction than line-number clustering
and thus, we expected the results of line-number clustering
to be better than method clustering. Our results showed,
however, that there was no advantage in using line-number
clustering over method clustering in terms of anomaly detec-
tion capabilities for the subject program considered because
the anomaly-detection results were the same for both clus-
tering techniques. The anomaly-detection rates were the
same because the errors in the versions of the subject pro-
gram were domain errors [16] that our predicate state repre-
sentation was able to capture. The capturing of the behavior
of the domain errors resulted in new predicate states that
the model had not encountered before, hence causing the ex-
ecutions to be flagged as anomalous by the models for both
clustering techniques. Our results also show that, whereas it
took four hours to build the model using line-number clus-
tering, it took only 22.1 minutes to build the model using
method clustering. This difference in model-building time
occurs because the line-number clustering had more states
(on average, greater than 175) than method clustering (on
average, 59 states).

For other subject programs where no new predicate states
are encountered, we expect the line-number clustering to be
better than the method clustering because it is at a finer
level of granularity than method clustering.

4. RELATED WORK

Our work is related to previous research in software execu-
tion classification. Section 1 (Introduction) gave an overview
of some of these techniques. This section provides a more
detailed discussion of the techniques, and compares our work
to them.

There are a number of techniques for anomaly detection
and classification of software executions (e.g., [1, 5, 7, 12]).
These techniques use both passing and failing executions
(test cases) for building their models. There are no empir-
ical studies that demonstrate the effectiveness of the tech-
niques when only passing executions are used. However,
for deployed software, test suites for use in building clas-
sifiers may contain only passing test cases. Unlike these
approaches, our technique is effective when only passing ex-
ecutions are available, although failing executions can be
incorporated into our technique. We next present the most-
closely related techniques, and discuss additional ways that
ours differs from theirs.

Bowring and colleagues [1] use Markov models, constructed
from profiles of program entities (e.g., branches and method
calls), and build classifiers for predicting execution outcomes.
Their technique requires that the software execute to com-
pletion before classification can be performed. Because de-
bugging deployed software requires that classification be per-
formed as the software executes, their approach is unsuit-
able. In contrast, our technique performs the classification
as the software executes, and thus, can be used for detecting
anomalies and locations where the anomalies manifest.

Haran and colleagues [7] also present a technique based
on machine-learning to build classifiers for software execu-
tions but theirs uses random forests instead of Markov mod-

els. Their model is also built using passing and failing test
cases. To handle the significant amount of execution infor-
mation produced by the software, their technique lightly in-
struments the software before it is deployed. Like Bowring
and colleagues, their technique requires the software exe-
cution to complete before they can classify the execution.
Large and long running software systems can still produce
an inordinate amount of execution information even if the
software is lightly instrumented. Thus, collection of all ex-
ecution information from a field execution before classifica-
tion may prohibit classification of large or long-running pro-
grams. Our technique avoids this cost because it performs
the classification of the execution as the software executes.
Our technique can also provide the location in the software
code where the anomaly manifested itself.

Podgurski and colleagues [5, 12] present techniques that
use automated clustering, logistic regression, and software
visualization to facilitate the debugging process by grouping
together failing executions that have similar causes. Like the
previously discussed techniques [1, 7], they require that the
execution of the software completes before their technique
can be applied. They also require that the executions be la-
beled before applying their technique. Thus, their technique
is not suitable for deployed software. Our technique differs
from theirs in that it performs anomaly detection and lo-
cates the location of the anomaly in the software code as the
software executes, without requiring complete or externally-
labeled executions.

Hangal and Lam [6] present a technique that is close in
spirit to our technique. Their technique is directed toward
the debugging of deployed software. The technique com-
putes dynamic invariants as the software executes, and the
technique uses invariants to perform on-line anomaly de-
tection and fault localization. Dynamic invariant detection
reportedly adds significant overhead to an executing system,
and thus, it might not be sufficiently efficient for use on de-
ployed systems. Furthermore, the empirical studies on this
technique are insufficient to determine how effective it is in
detecting anomalies other than invariant violations. Our
technique differs from their technique in that we build ma-
chine learning models of software execution. Our technique
does not compute invariant information as the software ex-
ecutes but rather gathers predicate information. Our tech-
nique therefore has the potential to scale to large software
systems and also to be efficient.

5. CONCLUSION

In this paper, we have presented a new machine learning
technique for on-line anomaly detection of deployed soft-
ware. We implemented the technique and performed two
case studies on a mid-sized Java program. Our empirical
results show that our approach is promising and that, for
our subject program, our technique is effective in detecting
anomalies in the failing executions of the program. We have
also shown that our technique can be effective when trained
only on passing executions of the program. Also our studies
show that, for the subject program considered, the different
clustering techniques had no effect on the anomaly detection
rate.

However, we performed our studies on only one mid-sized
subject program with many fault-seeded versions. The re-
sults do not show whether our technique will scale to larger
programs. We will continue to perform studies on additional



subjects with different sizes to determine the technique’s ef-
fectiveness and to guide our future research.

Our empirical studies also showed that our approach works
well for particular types of bugs—those that are domain er-
rors [16] or those where a computation error [16] later affects
a path condition. In these cases, our anomaly detection
flagged the execution and our technique was able to help
locate the part of software code where the anomaly mani-
fested itself. We are currently working on enhancing the in-
formation we record and the modeling technique to account
for errors caused by computations that do not influence the
path condition.

The first-order Markov assumption inherent in our model,
which was explained earlier, has an effect on the threshold
values. The thresholds fail to capture the direct dependen-
cies among predicates states, and also long-range dependen-
cies among the states in the model. To improve the thresh-
olds, we are exploring additional machine learning models
that do not suffer from the first-order Markov model as-
sumption. Also better test suites imply better thresholds
and therefore, we intend to improve the test suites of subject
programs considered. We also plan to investigate types of
test-suite development and coverage techniques that would
lead to good models.

In future work, we will extend this technique by incorpo-
rating fault-localization capabilities into the technique. In-
corporating fault-localization capabilities into our technique
is possible because when an anomaly manifests itself, the
technique pinpoints exactly where the anomaly occurred in
the software. The use of fault-localization techniques such as
Cause Transitions [2] and TARANTULA [8] can make it pos-
sible to localize errors if the anomaly happens to be caused
by a real fault.

There are two efficiency issues our technique must over-
come so that it can be useful in practice. The first efficiency
issue concerns the time required to build the models espe-
cially in the presence of large test-suite sizes. To address
this issue, we will explore active-learning [3] for building our
models. For future work, we will also be exploring the use
or development of on-line machine learning algorithms. We
are currently exploring other clustering techniques that can
effectively deal with the predicate-states explosion problem.

The second efficiency issue concerns the cost of instru-
menting the software to gather more information without
incurring significant overhead, and how quickly the model
can track the execution of the software. Ideally, we want
to have the on-line anomaly detection of the software exe-
cution to be real-time (i.e., the model detection speed is in
step with the software execution). To address this second
issue we are investigating the use of hardware techniques
to make our implementation more efficient at gathering ex-
ecution information, and also to increase the speed of the
on-line anomaly detection of the model.
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